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When we put language material on the web, we tend to get very involved in the technical details involved.  These are real and numerous, sometimes even seemingly insurmountable.  But valuable as overcoming the technical difficulties is, it should not detract from some very real benefits to the discipline of linguistics that can be expected to accrue from electronic language data.

The first major benefit is that it makes it possible for linguists to face the same facts.  It is easy now for a practicing linguist to address the concerns of her colleagues working on related languages.  The vocabulary of that discussion is often well worked out and serviceable for a particular language family.  However, this should not satisfy us as theoretical linguists, since going beyond a single family often results in incompatible terminology.

Most linguists were trained to believe in Universal Grammar (UG).  A straw poll in Ypsilanti revealed that many who were so trained no longer believe in UG.  (Most wanted to redefine what it was before they said that they did not believe in it, perhaps fearing the old trap for atheists, “Which god is it that you don’t believe in?”, but they were not allowed to.)  Almost everyone believed that there was a biological specialization that facilitated language learning and use, which may or may not be a theory-independent statement of a belief in UG.

This belief has not led to a universal descriptive language in linguistics.  The primitives are not agreed upon at any level.  The most secure is the phonological, where the languages make heavy use of a few elements, and so the data come in more completely.  Yet distinctive features (to the extent that the set has been accepted) capture only 95% or so of phonological behavior.  (This number was generated without a straw poll—it is entirely a guess, but nonetheless almost surely possibly accurate.)  This is quite good, and yet eerily similar to the accuracy rates of automatic speech recognition machines:  It’s impressive, but it guarantees that you will have to fix every 20th word, which is a very annoying rate of editing.  For a field in which we believe that universal laws are at work, not being able to get even the relatively orderly sound system right is an indication that we have not yet found all of the correct primitives.  This leaves unmentioned the sad state of transcription for non-segmental aspects of speech.

These considerations, strangely (or, at least, I think it’s strange), have led us back to philosophy.  Philosophy is a fine field with a much longer pedigree than linguistics, but we thought that we had broken away from philosophy just when we became scientists.  Now we discuss things like “ontology” without batting an eye.  This is as it should be; we need to discuss ontologies.  It still just seems odd.

The next philosophical question comes up in a definition.  The EMELD project is meant to result in a “Showroom of Best Practice.”  Principal Investigators Helen Dry and Anthony Aristar have worried about the word “showroom,” based loosely on the notion that we could shop for linguistic tools like we could shop for cars in a showroom.  This is not the problem word, however: It’s “best.”

Consider this sentence (philosophically or linguistically, as you are inclined):  “The ball peen hammer is the best tool.”  Since the showroom is meant to have tools in it, this is a good comparison sentence.  Now, the folks at Stanford know what the ball peen hammer is really good for
, but most people assume it is for hammering nails and shaping rivets.  Just as obviously, though, it is a tool designed for a particular purpose, and thus no tool can simply be “the best.”  It has to be the best for some function.  (If anything, the computer is simply “the best,” since it is the only tool that can be redesigned to take on new tasks (though it’s still really lousy for putting in nails.))  When we say that XML is the best language to develop a dictionary in, we need to have a good idea of what the purpose of the dictionary is.

There are many online dictionaries, and they actually serve a rather wide range of purposes.  Many of them are quite wonderful in what they can accomplish.  Some are just online versions of print dictionaries, but, of course, even print dictionaries differ somewhat in their goals.  Some want to define words within a language, some want to translate between two languages, some want to trace etymologies in one or more languages, etc.  Online dictionaries are more adept at comparing forms across many languages, but only if they are designed to do so.  All of these issues have to be faced before we can decide what “best practice” is.

A text processing package, oh, let’s say, Microsoft Word, just as an example (something of an autoreference, given what I am writing this in), seems not to be the best tool for getting a dictionary done.  It does not allow for convenient fields, and it does not enforce regularity in the entries, and it does not allow for easy markup.  But surely it allows someone with minimal computer skills to start a dictionary, and, so, might, in some cases, be the best tool available.  I certainly believe that we would prefer to have a Word version of a dictionary of an undescribed language than no dictionary at all.  Documents can be made to fit into other tools at other times, so we need to be aware of the various users of tools as well as the aims of the toolmakers.

We do need to get the Showroom going, however, since there are considerations that can be taken into account now about the kinds of options that are out there.  For example, Shoebox has become a de facto standard, and yet it is about to be replaced within the SIL sphere.  It may be time to consider the creation of an open-source tool that will address some of the most common problems.  At the very least, we need to see what the pros and cons of each tool are.

The question of which ontology will be supported by our tools has come up frequently, because it is at the base of everything else.  While flexibility is going to be needed, we, as a field, need to request the following:  that there be only one ontology!  This is the only way that we can make progress on the lack of agreement on the primitives in our field.  If we allow one researcher to label a category “durative” while another labels something seemingly similar as “continuative,” how are we going to know what the underlying language pattern is?  Are these choices that are made on the basis of genuine differences in terminology, or are they stylistic?  Or are all the categories too ill-defined to even tell?

Ideally, we could allow for different ontologies because they would be elaborated with respect to each other (e.g., “’jussive’ encompasses all persons so that ‘imperative’ is unnecessary, contrary to …”), but it seems unlikely that such comparisons will actually be made.  Explaining how your own ontology differs from someone else’s is far more difficult than simply positing an ontology.  Thus the only likely scenario for making progress on a universal ontology is to try to have everyone use the same one.  The discussions about what terms do and do not need to be in the ontology will bring us back to the basics of linguistics, which have not been determined yet.

A particularly bad circumstance would be the case where texts in a language were marked up with one ontology, but we were interested in correlating it with a dictionary using a different ontology.  Both might be “compatible” in the sense that we could see which tags were attached to which words, but we still would not have resolved the conflicts between the two.  Simply listing both on some output would not make it possible to search for relevant related words in both texts and the dictionary.  A more definitive resolution is needed.

Another benefit of putting language material on the web is that it will make it even easier to put more material up.  This may seem tautological, and it is, but it points out the inevitable trend toward easier use as issues get dealt with by many researchers.  No one person uncovers all the issues in an encoding scheme (or anything else, for that matter), so the collective work of the field is needed.  Until a nucleus of material makes this feasible, little progress can be made.

An example is the input of Unicode.  While Unicode is now embraced as a standard (though linguists keep pointing out that the IPA cannot easily handle two diacritics on one character), it is not easy to input.  Several initiatives are underway, but will not be definitive until a large segment of the discipline finds them useful.

Another benefit is establishing an open standards committee for language names.  The massive work of the Ethnologue is an amazing accomplishment within our field, and yet the decisions about where to draw the lines between languages have been left in the hand of one research enterprise.  With SIL’s generous opening of the use of these terms to the Linguist List and the Rosetta Project, we are seeing the beginning of a new means of standardizing language names (and the computer codes that make them useful).  This will also allow for further elaboration and revision of language family trees, already underway at the Linguist List.

The final benefit that I will mention of putting material on the web is the ability to share primary data across the world for all linguistic articles.  Some journals already allow the linking to audio files.  I envision a day when this is routine for every example cited in a paper.  This will allow a much more coherent assessment of the evidence presented in a paper than is currently possible.  Transcription is an idealization; for intonation, it is often not even attempted.  Allowing any linguist to hear the actual utterance, with the awareness that audio recording has its limitations as well, will bring a far greater degree of faithfulness to our sources than has ever been possible.

In short, computerization of language data is proceeding, though there is much to be done.  Most linguists, I suspect, expect to find benefits in having access to primary data.  The benefits will be far larger than that.  They will include a renewed effort to make the underlying unity of language apparent in our ontologies or, ideally, ontology.

� Theodore Streleski, a math Ph.D. student for 19 years, beat his advisor to death.  For reasons probably having to do with sound symbolism as much as anything, it was always mentioned that he used a ball peen hammer.  Now why Streleski picked a ball-peen hammer, which most tool sheds lack, has never been explained in the press.  








